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ABSTRACT 
Serendipity has a long tradition of study in information 
retrieval. We propose a system which attempts to induce 
serendipitous events in end users by exposing them to 
content which caused a dramatic change in preferences for 
other, previously similar, users. This system provides 
personalized information from non-identifiable snapshots of 
user data, and represents a novel approach to modeling 
serendipity through a powerful yet transparent, fully 
unsupervised solution.  
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INTRODUCTION 
As we become increasingly effective at narrowing the focus 
of end-user searchers, we run the risk of likewise narrowing 
their information horizons. To some extent, the sharing of 
content via social networks has helped to broaden them 
again, exposing us to the interests and beliefs of our friends. 
Unfortunately, the principle of homophily is no less true 
now than in 1954 [5]; birds of a feather still very much 
flock together, and so any discoveries that can be traced 
back to our respective flocks are more likely due to 
confirmation bias than any unlikely fortune. Yet it should 
be noted that serendipity does not quite entail randomness. 
Without some unique prior knowledge, there can be no 
unique revelation. 

Unique prior knowledge may not be a necessary condition 

for what has been called serendipity, but it has certainly 
proven a very useful one in designing information systems 
to support serendipitous discovery. Many of our 
information systems have turned to focus on 
personalization in past years; for example, in the news 
industry. On a basic level, the traditional model of news 
media curation is couched in a belief that the same selection 
of serendipitous content – local and world news with the 
occasional editor’s quirk thrown in – would be suitable for 
its entire audience. As we’ve moved away from this model 
of content delivery, online news sites have come to feature 
various “Top Stories” and “Most Shared” article access 
points, helping to ensure that our own interests do not 
entirely obscure the headlines. Such metrics depend, 
crucially, on user feedback to measure relevance. This is 
commonly known as Collaborative Filtering (CF). 

The “Top Stories” index is predicated on a one-size-fits-all 
model of serendipity. Although it would be reasonably easy 
to bootstrap or simply limit such a model to a single group 
of users, the prospect of our knowing anything about this 
limiting group threatens to undermine this serendipity. For 
example, imagine a two-step “Top Stories” collaborative 
filtering system, which displays the apparent top stories for 
a group of users who is defined by having read some other 
story X. Story X is doubtless of interest to us already, or we 
would not select it as a meaningful limiter; thus, homophily 
strikes again. Many efforts at designing CF systems have 
worked to counterbalance this. 

For example, Spink et al. hypothesized in early CF work 
that there might be some ideal quantity of non-relevance 
that an item must possess for its discovery to be considered 
serendipitous [6]. Although there is probably some truth to 
this claim, it seems a bit simplistic to assume that 
serendipity must necessarily fall somewhere between 
relevant and non-relevant on a one-dimensional scale. Still, 
the work predates the study of social systems that became 
common in the following decade – treating serendipity not 
as a process to be modeled, but as a near-magic, abstract 
quantity. Although greater degrees of abstraction naturally 
lead to greater difficulties in implementation, this “magic” 
way of thinking has so far proven crucial for helping us to 
avoid homophily. Computational thinking about serendipity 
seems always to entail some relevance judgment – or a 
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mutation thereof – out of necessity, and the question of 
whether these are at all compatible remains unanswered [1]. 
Behavioural modeling of some kind is necessary to provide 
any sort of customized feedback, but perhaps we need not 
model relevance in the traditional sense. 

MODELING SERENDIPITY ON DIVERGENCE 
We propose a new approach to recommender systems that 
models highly serendipitous events experienced by other 
users, and makes recommendations based on the content 
which instigated these events. In our model, a highly 
serendipitous event is judged as an extreme divergence in 
the content selected by a particular user, as measured by 
Vector Space Similarity [2]. For example, a user of a movie 
recommender system may appear to switch from a strongly 
expressed preference for science fiction to a sudden 
preference for epic drama. Crucially, this new preference 
must be sustained over time, to indicate a true serendipitous 
shift rather than a perceived dalliance, perhaps occasioned 
by another individual temporarily commandeering the 
user’s account. 

Our system would track ostensibly illogical leaps such as 
these – sufficiently distinct from one another in the VSS 
model that they would never be considered by a traditional 
recommender system – and generalize from them to provide 
serendipitous recommendations to other, similar users.  

This system would effectively act as a binary classifier, 
with each content choice represented as a vector. The vector 
space would be initially defined, as in classical information 
retrieval, by a combination of Singular Value 
Decomposition (SVD) and bootstrapping of available data 
from the GroupLens project for collaborative filtering of 
other media. Data sparsity issues could be solved via 
boosting or some other flexible machine learning algorithm 
[7]. Semi-supervised fine-tuning would be possible by 
weighting results on significance (devaluing similarity 
weights based on a sample of co-rated items) or variance 
(devaluing weights of widely agreed-upon items; 
Herlocker, 1999). The degree to which ratings are 
personalized could also be altered by maximizing the 
weight of other users’ feedback at the expense of potential 
serendipity, or vice versa. 

For example, in a system that is weighted to maximize 
serendipity, the goal would be to predict what content that 
is most likely change a user’s viewing/rating patterns.  The 
user’s current viewing/rating patterns would be used to 
identify users who were previously similar to the user, but 
who changed due to a serendipitous event.  The system 
would attempt to maximize the chance that the current user 
would undergo a similar serendipitous event by exposing 
that user to the content that instigated the event. 

LIMITATIONS AND FURTHER DISCUSSION 
One possible source of false positives would be changes in 
preferences due to life changes rather than serendipitous 
exposure to content.  For instance, it could be the case that 

individuals who are fans of romantic comedies become fans 
of wedding-themed movies after becoming engaged.  The 
proposed algorithm could misinterpret the causal link 
between these two events as, most likely, viewing wedding-
themed movies will not induce marriage. 

The system would not attempt to identify individual users 
who may appear particularly susceptible to these 
serendipitous events. This, we believe, would be 
undesirable from the perspective of individual privacy, and 
not particularly realistic. While there is inconclusive 
evidence that some users may act as “super-experiencers,” 
having sufficiently high openness to experience to serve as 
particularly rich data sources for recommender systems 
[3,8], it is important not to conflate the experience of these 
individuals with universal serendipity. Our system tracks 
only highly serendipitous events, any of which may or may 
not be experienced more frequently by a certain subset of 
users.  

One way that this system can be characterized is by looking 
at the minimum amount of the maximum available data. In 
other words, although the system’s ability to generalize 
from user behaviour is directly related to the frequency with 
which it is able to track divergent user preferences, it does 
so using non-identifiable snapshots of this data which are 
not important for having come from any particular user.  

This is ideal for preserving user privacy, and we believe 
that it is also ideal for tailoring serendipity to individual 
users, about whom we need know no more than that they 
like Doctor Who to know that they may also love Doctor 
Zhivago, apropos of seemingly  very little.  

 

Figure 1. Vector Space Mockup.  



 

This does not preclude the system from making two- or 
three-step relevance judgments – i.e., modeling two 
successive such divergences in a user’s history from which 
to extrapolate a recommendation for another a user who has 
already undergone one of these n steps. However, the 
amount of data required to accurately make these complex 
n-step judgments would likely vary exponentially with the 
number of steps. 

Alone, our system may not constitute an effective service 
for end users.  Because there is a tradeoff between 
optimizing for serendipity and optimizing for maximum 
ratings, our algorithm would recommend many more 
undesirable movies than a more traditional approach.  This 
could frustrate users and cause them to mistrust the 
recommender service.  One way of remedying this problem 
could be to combine both approaches, each with a weight 
which would be determined through user testing. Another 
approach would be to display the results of both feeds in 
parallel, and let the user decide whether they’re feeling 
adventurous. Serendipity is often manufactured, and its 
machinations seldom realized, but for this, it is never false.   
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